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Abstract 
The OpenBiomind toolkit is used to apply 

GA, GP and local search methods to analyze a 
large SNP dataset concerning late-onset 
Alzheimers disease (LOAD).  Classification 
models identifying LOAD with statistically 
significant accuracy are identified, and 
ensemble-based important features analysis is 
used to identify brain genes related to LOAD, 
most notably the solute carrier gene SLC6A15.  
Ensemble analysis is used to identify potentially 
significant interactions between genes in the 
context of LOAD. 
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1. INTRODUCTION  

 
We report results obtained by using the 

OpenBiomind machine learning based 
bioinformatic data analysis toolkit (see 
http://code.google.com/p/openbiomind/) to the 
analysis of a SNP dataset concerning late-onset 
Alzheimer Disease (LOAD) [1].   We used the  
OpenBiomind functions which provide GA, GP 
and local search methods for supervised 
categorization; and also functions which enable 
several forms of ensemble-based analysis, 
including important features analysis and 

MUTIC and MOBRA clustering.  In this way 
we  

 
¥ obtained classification rules that can 

distinguish LOAD from Control via SNP 
combinations 

¥ identified a number of potentially LOAD 
related SNPs and genes.  

 
Classification results were tested with 

permutation analysis and the accuracy results 
are described here. While the results are highly 
statistically significant, the accuracy is not 
sufficient to serve as the  basis of a practical 
diagnostic test.  It is our tentative, subjective 
opinion based on this work that no analytic 
method is going to be able to figure out a 
practical diagnostic test based on the SNPs in 
this study.   

However, regarding the identification of 
genes potentially related to AD, our results are 
more promising.  The metatask classification 
method used by OpenBiomind provided a set of 
most important (in the context of LOAD) SNPs, 
and their related genes. The relations of these 
genes to LOAD were assessed by clustering and 
with biological analyses. Visualization for 
clustering results and SNP inter-relations are 
shown in order to ease the interpretation. 
Results show a few brain genes that we believe 
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have a high chance of being related to LOAD, 
especially the solute carrier gene, SLC6A15. 

The results presented here do not cover new 
methodological ground, but they constitute 
another piece of evidence in favor of the power 
of the unorthodox OpenBiomind methods to 
yield statistically meaningful analytical results 
and novel, suggestive biological hypotheses. 

 
2. DATA  

 
2.1. Original Data 

 
The dataset used in this study comprises the 

genome-wide SNP mapping of 1411 samples. 
859 of them are case for late-onset Alzheimer 
Disease (LOAD), and 552 are control. Each 
sample is characterized by 312,316 single-
nucleotide polymorphisms (SNPs).   A more 
thorough description is given in [1].  

The samples in the dataset are still divided 
into three different cohorts representing 
different sources: a ÔÔneuropathological 
discovery cohortÕÕ of 736 brain donors, a 
ÔÔneuropathological replication cohortÕÕ of 311 
brain donors and an additional ÔÔclinical 
replication cohortÕÕ of 364 living subjects. 

 
2.2. Sample Partition and SNP Selection 

 
Machine learning experiments reported here 

were executed over the following sample 
partitions: 

 
¥ All samples 
¥ Neuropathological discovery cohort 
¥ Neuropathological replication cohort 
¥ Clinical replication cohort 

 
Each of the sample partitions above was by 

its turn divided in three pairs of train-test sets, in 
a 3-fold cross-validation. All classification 
results reported here were obtained by applying 
classification methods to those folds divisions. 

Finally, for each of those sample partitions, 
the following kinds of SNP selection were 
performed: 

 
¥ Homozygosis-based selection: selection 

of the top 100 SNPs with highest 
positive difference of homozygosis 
frequency in case and control samples. 
In other words, selected SNPs are those 
with high homozygosis incidence in case 
samples and low in control samples. 

¥ Gene-based selection: Selection of 
1054 SNPs associated to 64 genes 
suspected to have some relation to 
Alzheimer Disease, compiled from 
literature on the condition. 

 
3. PRELIMINARY ANALYSIS  

 
Since the volume of data in this study is very 

large and leads to very long execution times, 
some preliminary experimentation was 
performed in order to choose the following 
constraints for the main sequence of 
experiments: 

 
¥ The data partition(s) to be used. 
¥ The type of SNP selection to be 

used. 
¥ The supervised machine learning (or 

simply classification) method to be 
used. 

 
All Machine Learning experimentation 

reported here was performed using the 
OpenBiomind toolkit, which contains support 
for SNP data alongside microarray gene 
expression data.   The OpenBiomind framework 
is conceptually similar to the earlier, proprietary 
Biomind Analyzer data analysis framework 
described in [2]. The OpenBiomind 
classification methods available for SNPs are: 

 
¥ GP: evolves (by means of Genetic 

Programming (GP)) Boolean (logical) 
expressions that have as input variables 
telling whether a given SNP matches a 
given value in a sample. 
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¥ GA: evolves pattern-strength classifiers 
using a genetic algorithm (GA). A 
pattern strength classifier is simply a list 
of SNPs that classifies a given sample as 
Case if the number of SNPs in the list 
that are in homozygosis is greater than 
the number of SNPs in the list that are in 
heterozygosis. 

¥ Local search: evolves pattern-strength 
classifiers using simple local search. 

 
The above methodologies for analyzing SNP 

data are described in more detail in [3], where 
they were applied to analyzing data regarding 
Chronic Fatigue Syndrome. 

For each of the six combinations of 
classification method/feature selection, a short 
sequence (or metatask, using OpenBiomind 
lingo) of 100 classification tasks was executed. 
(A classification task is the application of the 
method at hand to the three train-test validation 
folds described in the previous Dataset section. 
Also, may useful to stress that all three 
classification methods above are non-
deterministic, and therefore different 
classification tasks over the same data will not 
produce exactly the same results.) The 
validation folding used was that for all samples, 
from all cohorts. Average train and test 
accuracies for all classification tasks are shown 
below for the resulting combinations: 

 
 

Average Accuracies 
Homozygosis-based 

selection 
Gene-based selection 

     
Meth-
od 

Train Test Train Test 
 

GP 
64.5% 59.3% 62.2% 60.6% 

  
GA 

78.9% 57.1% 62.2% 60.2% 

 
Lo-cal 
Sear-ch 

77.7% 61.0% 62.5% 61.1% 

 
It can be noticed in this table that, a bit 

surprisingly, the two simplest methods - GA and 
Local Search - are the ones reaching the highest 
in and out of sample accuracies in homozygosis 
selection. Also, the purely numerical method of 

homozygosis-based selection is clearly superior 
to the gene-based method, that relies on 
previous literature about Alzheimer Disease.  

One can see from the results above that this 
dataset poses a very difficult generalization 
problem, meaning that a classifier can reach 
reasonably high accuracies in the training set 
and nevertheless get near-random accuracies in 
the test set.  However, it will be shown through 
permutation analysis in the following sections 
that nevertheless the out-of-sample accuracies 
are still highly statistically significant, and 
therefore the feature analysis executed over the 
models generated during classification 
experiments are likely to represent real patterns 
regarding LOAD. 

Weighting in and out-of-sample accuracies, 
the chosen combination of classification method 
and feature selection was local search over 
homozygosis-based selection.  Next, we applied 
this combination separately to the three existing 
cohorts in order to see if there wassome 
suspicious deviance from the results above 
obtained using all samples from all cohorts.  The 
numbers thus obtained were: 

 
Average Accuracies Cohort 
Train Test 

Neuropathological discovery 83.5% 56.8% 
Neuropathological replication 93.2% 54.4% 
Clinical replication 88.6% 64.8% 

 
Oddly, it can be clearly seen that the two 

neuropathological cohorts have a strong 
tendency to overfit, getting out-of-sample 
accuracies well below random. On the other 
hand, the clinical replication cohort seems more 
promising in terms of generalization, capturing 
LOAD patterns that present some applicability 
to out-of-sample classifications. 

 Due to that quality disparity between the 
sample sets composing the data, the main 
experimentation described in the next section 
will deal separately with all samples and with 
the clinical replication cohort. 

 
4. MAIN ANALYSIS RESULTS  
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4.1. Classification Quality 
 
As pointed out by the results reported in the 

previous section, the main experimentation uses 
local search applied over homozygosis-selected 
data. This time, however, the metatask 
comprises 1,000 classification tasks. Those were 
run for two data partitions: all samples and just 
Clinical replication samples. (As explained in 
the previous section.) 

 That main experimentation got the 
following metatask accuracies: 

 
Average accuracy Sample partition 
Train Test 

All samples 76.7% 59.4% 
Clinical replication cohort 88.7% 64.9% 

 
Mirroring preliminary results, 

experimentation on all samples yielded out-of-
sample accuracies that are basically random, and 
therefore it seemed suspicious at first that this 
experiment sequence was detecting any real 
pattern at all. In order to test that hypothesis, we 
further conducted a permutation analysis: it 
consisted of 10 metatasks of 100 tasks, each one 
running on a version of the all-samples dataset 
were category labels for case/control were 
randomly shuffled among shuffles. Below we 
see the comparison of average and standard 
deviation of in and out of sample categories for 
all 1,000 tasks for both experiment sequences 
(shuffled and non-shuffled) for the all-samples 
partition: 

 
Average accuracies (%) 
Train Test 

Experi
ment 
Sequence Aver

age 
Stand

ard 
deviation 

Aver
age 

Stand
ard 
deviation 

Non-
shuffled 

76.7 0.7 59.4 1.0 

Shuffle
d 

76.0 0.9 54.9 1.4 

 
Assuming normal distributions, the numbers 

above for out-of-sample accuracies imply a p-
value <0.001, implying that the differences 
between distributions for shuffled and non-
shuffled sequences have high statistical 

significance. In particular, we can see that 
shuffled data has a stronger tendency for 
overfitting, achieving in-sample accuracies 
comparable to non-shuffled data, but lower out-
of-sample ones; in other words, non-shuffled 
data generalizes better, indicating that the 
detected patterns are likely to be real ones. 

 Furthermore, another interesting 
distribution that can be investigated is that of 
sizes of models produced by the two sequences. 
Here it is: 

 
Model size (# of SNPs) Experiment 

Sequence Average Standard 
Deviation 

Non-shuffled 33.3 3.6 
Shuffled 33.9 3.8 

 
Although visually the numbers look very 

similar, due to the large number of cases the p-
value for the distribution above is also <0.001. 
Also, it is interesting to see that non-shuffled 
models are on average a bit smaller, which is a 
good sign: in Machine Learning, smaller models 
are considered better, in terms of being more 
parsimonious and less prone to overfitting. 

 
4.2. Important Features 

 
The metatask methodology, by generating a 

large ensemble of models through a non-
deterministic classification algorithm, allows the 
computation of the importance, or utility, of 
features in the dataset, a technique described 
more fully in [4,5]. The importance of a given 
feature f is computed as the frequency of 
occurrence of f through all generated models. 

According to that metric, the table below 
shows the top 5 most important SNPs found for 
the main test on all samples, in decreasing order 
of importance. Importance is given as percent of 
models using the SNP.  Further extended 
versions of this and the following tables may be 
found on the supplementary website for the 
paper. 

 
SNP Importance 

(%) 
Correspond-ing 

gene 
SNP_A- 40.3 TMEM51: Homo 



5 

2079203 sapiens transmembrane 
protein 51 (TMEM51), 
mRNA. 

SNP_A-
1848074 

39.7 CDH11: Homo 
sapiens cadherin 11, 
type 2, OB-cadherin 
(osteoblast) (CDH11), 
mRNA. 

SNP_A-
1987295 

39.2 HS3ST5: Homo 
sapiens heparan sulfate 
(glucosamine) 3-O-
sulfotransferase 5 
(HS3ST5), mRNA. 

SNP_A-
2148765 

38.7 RGS1: Homo 
sapiens regulator of G-
protein signalling 1 
(RGS1), mRNA. 

 
Interestingly, it is also possible to compute 

importance for a given gene g, by simply 
computing the percent of models that use SNPs 
associated to g. Under that view, the top 5 most 
important genes are: 

 
Gene Import-

ance (%) 
Description 

SLCO3A1 80.8 Homo sapiens solute carrier 
organic anion transporter family, 
member 3A1 (SLCO3A1), 
mRNA. 

CDH11 64.3 Homo sapiens cadherin 11, 
type 2, OB-cadherin (osteoblast) 
(CDH11), mRNA. 

ELP2 56.1 Homo sapiens elongation 
protein 2 homolog (S. cerevisiae) 
(ELP2), mRNA. 

HS3ST5 46.6 Homo sapiens heparan 
sulfate (glucosamine) 3-O-
sulfotransferase 5 (HS3ST5), 
mRNA. 

CHORDC1 45.2 Homo sapiens cysteine and 
histidine-rich domain (CHORD)-
containing 1 (CHORDC1), 
mRNA. 

 
Computing SNP importance values now for 

the sequence using just the Clinical Replication 
Cohort, the top 5 list is: 

 
SNP Importance 

(%) 
Associated gene 

SNP_A-
2074605 

34.7 SLC6A15: Homo 
sapiens solute carrier 
family 6, member 15 
(SLC6A15), transcript 
variant 1, mRNA. 

SNP_A-
2216245 

29.5 TANC1: Homo 
sapiens 
tetratricopeptide repeat, 
ankyrin repeat and 
coiled-coil containing 1 
(TANC1), mRNA. 

SNP_A- 27.9 NBEA: Homo 

4227539 sapiens neurobeachin 
(NBEA), mRNA. 

SNP_A-
4295379 

26.2  

 
Somehow surprisingly, the list above is 

disjoint from the corresponding list regarding all 
three cohorts. This disparity appears again in the 
gene-oriented list for the Clinical Replication 
sequence: 

 
Gene Importance 

(%) 
Description 

SLC6A15 65.8 Homo sapiens solute 
carrier family 6, member 15 
(SLC6A15), transcript variant 1, 
mRNA. 

BAI3 56.6 Homo sapiens brain-
specific angiogenesis inhibitor 3 
(BAI3), mRNA. 

LRFN5 34.5 Homo sapiens leucine rich 
repeat and fibronectin type III 
domain containing 5 (LRFN5), 
mRNA. 

TYRP1 31.6 Homo sapiens tyrosinase-
related protein 1 (TYRP1), 
mRNA. 

TANC1 29.5 Homo sapiens 
tetratricopeptide repeat, ankyrin 
repeat and coiled-coil containing 
1 (TANC1), mRNA. 

 
As pointed out by the out-of-sample and 

metatask accuracy results, the clinical 
replication cohort seemed to be more promising 
and we decided to look through the biological 
meanings of its top 10 important features. 
Unfortunately, there are a lot of badly 
characterized features (eg. 'domain containing 
like') and even a chromosome open reading 
frame. The only feature that could have any 
relation to Alzheimer is SLC6A15 (the first in 
the rank in both sets). This feature is a 
neurotransmitter transport with unknown exact 
function. Previous works from the literature 
have showed that a protein from the same 
family (SLC11A2) has very weak relations to 
Alzheimer's [6]. We believe that our results 
implicate SLC6A15 somehow in the disease. 
The following two features found in the brain 
are: NBEA: Homo sapiens neurobeachin 
(NBEA), mRNA, implicated in neuronal 
trafficking and BAI3: Homo sapiens brain-
specific angiogenesis inhibitor 3 (BAI3), 
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mRNA, implicated in angiogenesis in brain. 
Both have no reported relations to Alzheimer 
yet. All other features are brain unrelated and/or 
not characterized. 

 
4.2.1. Clustering Analysis 

 
Traditional techniques of clustering applied 

to gene expression can be adapted to work with 
SNP data in a meaningful way, provided that a 
distance metric suitable for working with SNPs 
is supplied. Here, we developed a metric, 
informally called Òco-zygosisÓ, that compares 
two different SNPs by checking matches of 
homozygosis and heterozygosis for 
corresponding samples. Let s1 and s2 be two 
SNPs and S a sample. match(s1,s2,S) is a 
function that returns 1 if s1 and s2 are both in 
homozygosis (or heterozygosis), 0 otherwise. 
Considering the set of all samples 
{S1,S2,S3,...,Sn}, the similarity metric between 
two SNPs is defined as sim(s1,s2)= 
(match(s1,s2,S1)+match(s1,s2,S2)+ 
match(s1,s2,S3)+...+ match(s1,s2,Sn))/n. 

Omniclust, OpenBiomindÕs clustering 
algorithm, was then applied over the selected 
SNPs (the ones used in the classification 
experiments) for both all samples and clinical 
replication samples using Òco-zygosisÓ as a 
similarity metric. However, clusters obtained 
using such metric where quite uninteresting, in 
the sense that clusters tended to just gather 
together SNPs located in the same gene. For 
instance, the cluster with highest geometric 
quality (product homogeneity x separation) for 
the dataset corresponding to all samples, 
contained only SNPs from gene AFF1 (Homo 
sapiens AF4/FMR2 family, member 1). 

An approach potentially able to provide 
more insight into LOAD-relevant relationships 
between SNPs involves clustering of SNP-
related information extracted from ensembles of 
classification models, instead of using SNP 
allelic data directly. It is possible to extract 
utilization vectors from the ensemble of models 
for each SNP and then apply the clustering 

algorithm over those transformed SNP-
associated vectors. 

OpenBiomind provides two types of such 
model-based clustering transformations, 
described more fully in [4,5]. The first one, 
MUTIC (Model-Based Utilization Clustering), 
associates each dimension of the SNP-related 
vector to a classification task, and sets as the 
value for each dimension the utility/importance 
of the SNP in that particular task. Another 
transformation, MOBRA (Model-Based Role 
Analysis) associates to each vector dimension a 
SNP used by the ensemble of models, and sets 
the value of the dimension as the degree of co-
occurrence between the corresponding SNP and 
the SNP associated to the vector. For instance a 
SNP si will have a transformed vector 
mobra(si)={c(si,s1), c(si,s2), c(si,s3),..., c(si,sn)}, 
where c(si,sj) is the co-occurrence between si 
and sj - that is, the percent of models using both 
si and sj - and {s1, s2, s3,...,sn} is the set of all 
SNPs used by the ensemble of models. 

Both types of transformation were tried. 
Unfortunately, MUTIC has a strong tendency 
for ÒoverclusteringÓ in datasets with relatively 
few features (such as the one used, containing 
just selected SNPs), and therefore grouped all 
SNPs into a single cluster, which is obviously 
not interesting. On the other hand, MOBRA 
produced rich clusterings. In the table below, the 
top two clusters (according to geometric quality) 
are shown for Omniclust applied over MOBRA 
transforms using the classification models 
generated for all samples. Potentially, the 
clusters below (and the others shown on the 
supplementary website) may reveal some 
LOAD-related inter-relationship between 
clustered SNPs/genes. 

 
Quality SNP Gene 

SNP_A-
1899703 

GRM3: Homo 
sapiens glutamate receptor, 
metabotropic 3 (GRM3), 
mRNA. 

SNP_A-
2312908 

SLCO3A1: Homo 
sapiens solute carrier 
organic anion transporter 
family, member 3A1 
(SLCO3A1), mRNA. 

0.56516 

SNP_A- - 
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 4213249 
SNP_A-

2298547 
CHORDC1: Homo 

sapiens cysteine and 
histidine-rich domain 
(CHORD)-containing 1 
(CHORDC1), mRNA. 

SNP_A-
2105091 

- 

SNP_A-
2079203 

TMEM51: Homo 
sapiens transmembrane 
protein 51 (TMEM51), 
mRNA. 

0.54796 

SNP_A-
4250072 

NRCAM: Homo 
sapiens neuronal cell 
adhesion molecule 
(NRCAM), transcript 
variant 3, mRNA. 

 
 
And here is the same display for clustering 

on clinical replication results: 
 
Quality SNP Gene 

SNP_A-
4209746 

SLC9A9: Homo 
sapiens solute carrier 
family 9 (sodium/hydrogen 
exchanger), member 9 
(SLC9A9), mRNA. 

SNP_A-
2241000 

SLC6A15 Homo 
sapiens solute carrier 
family 6, member 15 
(SLC6A15), transcript 
variant 1, mRNA. 

SNP_A-
4209817 

- 

SNP_A-
2025707 

LOC92345: Homo 
sapiens hypothetical 
protein BC008207 
(LOC92345), mRNA. 

SNP_A-
1994538 

ZFPM2: Homo 
sapiens zinc finger protein, 
multitype 2 (ZFPM2), 
mRNA. 

SNP_A-
2058147 

SLC6A15: Homo 
sapiens solute carrier 
family 6, member 15 
(SLC6A15), transcript 
variant 1, mRNA. 

SNP_A-
2114323 

C5orf21: Homo 
sapiens chromosome 5 
open reading frame 21 
(C5orf21), mRNA. 

SNP_A-
4232317 

PPP1R3A: Homo 
sapiens protein 
phosphatase 1, regulatory 
(inhibitor) subunit 3A 
(glycogen and 
sarcoplasmic reticulum 
binding subunit, skeletal 
muscle) 

SNP_A-
2313882 

- 

0.50941 

SNP_A-
2014521 

CNTN5: Homo 
sapiens contactin 5 
(CNTN5), transcript 
variant 1, mRNA. 

SNP_A-
4295379 

- 

SNP_A-
2216245 

TANC1: Homo 
sapiens tetratricopeptide 
repeat, ankyrin repeat and 
coiled-coil containing 1 
(TANC1), mRNA. 

SNP_A-
2074605 

SLC6A15: Homo 
sapiens solute carrier 
family 6, member 15 
(SLC6A15), transcript 
variant 1, mRNA. 

SNP_A-
4227539 

NBEA: Homo 
sapiens neurobeachin 
(NBEA), mRNA. 

SNP_A-
4201456 

POSTN: Homo 
sapiens periostin, 
osteoblast specific factor 
(POSTN), mRNA. 

0.50372 

SNP_A-
4228152 

- 

 
Finally, as in the case of conventional gene-

expression clustering, MOBRA clustering can 
also be visualized.  Figures 1 and 2 at the 
supplementary website show the visualization of 
all clusters for the all-samples and clinical 
replication partitions, respectively.  

The top 5 clusters found by MOBRA over 
the clinical replication cohort were analyzed via 
inspection of the relevant biological literature. 
The majority of the clusters show brain related 
features, two from a neurotransmitter carrier 
family of proteins, found in clusters 1 and 2, 
which have a not-present member (SLC11A1) 
related poorly to AD, as discussed later. The 
others are neurobeachin (NBEA), found in 
cluster 2, which may be involved in trafficking 
events and BAI3, found in cluster 4, which is a 
brain specific angiogenesis inhibitor. We 
believe biological experimentations are needed 
in order to reveal probable relations to AD. 

 
4.3. Graph Analysis 

 
While clustering is already a means of 

detecting potential LOAD-relevant SNP inter-
relationships, OpenBiomind contains yet 
another feature - graph visualization - able to 
integrate different types of information in a 
diagram with SNPs as nodes interconnected by 
edges showing inter-relatedness metrics.  
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A given graph shows the top n most important 
SNPs and their strongest relations of co-
occurrence (solid lines) and Òco-zygosisÓ 
(dashed lines). Each SNP node still has 
information on the corresponding gene and a 
row of numbers representing importance degree, 
importance rank, differentiation rank and SAM 
rank. (SAM is a significance analysis originally 
developed for micro arrays, but the numerical 
method can also be adapted to SNPs.) Figures 1 
and 2 below show such graphs for all samples 
and clinical replication samples only, 
respectively. 

It can be seen that the graph for all samples 
has a Òcentralizing SNPÓ - SNP_A-4287142, 
from gene PRKG1 - were seven co-zygosis 
edges converge. Another centralizing SNP - 
SNP_A-2148765, from gene RGS1 - operates 
on the co-occurrence level. 

As for the graph concerning clinical 
replication samples, there seems to be only one 
centralizing SNP based on co-occurrence: 
SNP_A-2074605, from gene SLC6A15. 
Curiously, as seen in our biological analysis of 
the most important features and MOBRA 
clustering, this gene is related to a family of 
genes (solute carrier family) which have shown 
small relations to AD. 

 
5. CONCLUSION 

 
As a methodological exercise, the results 

reported here demonstrate the value of the 
OpenBiomind tools for analyzing a large and 
complex SNP dataset which is also a difficult 
dataset, in the sense of lacking highly obvious 
patterns related to the biological phenomenon 
under study.  The capability to find statistically 
significant classification rules in difficult data is 
demonstrated, as is the ability to identify 
potentially interesting, promising-looking data 
patterns via several forms of classifier ensemble 
analysis. 

As a biological study, there is one clear 
negative result and one clear positive result.  
The negative result is that this dataset does not 

appear to support the learning of a pragmatically 
useful diagnostic rule for LOAD.  It is of course 
possible that some more powerful machine 
learning algorithm could identify such a 
diagnostic from this dataset, but our intuition is 
that this is unlikely.  The positive result is that 
the solute carrier gene SLC6A15 appears to 
have a high chance of  playing a major role in 
LOAD.  To explore this hypothesis further, 
however, will require additional lab 
experiments. 
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Figure 1: graph visualization of main SNP interrelations for all samples. 
 
 
 

 
 
 
 
Figure 2: graph visualization of main SNP interrelations for clinical replication samples. 
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